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Introduction: Container Networking
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Motivation: Gap to Baseline

e netperf TCP_CRR
e Over loopback and wire

e With and without namespaces

Unexpected. Network namespaces are

logical rather than physical boundaries.
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Background: Backlog Queue

e Per-CPU backlog queue between
network driver and upper stack.

e Backlog queues used to scale across
cores (ex. RPS). Not the default.

e Always used for Virtual Ethernet
devices (veth).
o Not always desirable!
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Background: Backlog Queue
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netkit: Eliminating Backlog Queue Traversals
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Namespace-aware BPF redirect
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- long bpf_redirect_peer(u32 ifindex, ué4 flags)
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The netkit Device Pairs
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The netkit Device Pairs

cilium
e "“Container-aware” device pair: primary device in host, peer device in
network namespace.

e Attached BPF programs executed on TX path, immediately after
namespace switch.

e BPF programs for both sides attached through the primary device.

Result: 1) Applications can't detach peer BPF programs.
2) Peer BPF programs can access host information.



The netkit Device Pairs
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Evaluations: TCP_RR and TCP_CRR
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Evaluations: CPU Accountability

Pod with veth:

Remains in process
context all the way,
leading to better process
scheduler decisions.

Deferral to
ksoftirqd
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Conclusion
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e BPF to specialize the Linux network stack for containers

e netkit eliminates network namespace overhead

e Used in several large production container networks



Conclusion
cilium
e BPF to specialize the Linux network stack for containers

e netkit eliminates network namespace overhead

e Used in several large production container networks

Lots more to build:
e Accelerate RDMA (netdev 0x1A)

e Combined with AF_XDP to speed up KubeVirt (Plumbers'25)
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